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Abstract

Recently, significant efforts were made towards Variational
Autoencoder (VAE) -based prototypical Self Explainable
Models (SEM) for image classification. The principle is to
learn class-specific prototypes that can be projected back
into the image space thanks to the decoding branch of a
VAE. However, existing VAE-based SEM fail to represent
properly the distribution of training samples in the em-
bedding space requiring to define specific additional con-
straints as diversity or orthogonality. In this work, we pro-
pose to define the prototypes as the components of a Gaus-
sian Mixture of VAE (GMVAE) that is an approximation of
the distribution of training samples. We show that this def-
inition allows to produce relevant and diverse prototypes
providing a probabilistic explanation of the model without
assigning prototypes to a specific class. We support our def-
inition with extensive experimentation and comparison with
previous self-explainable approaches.

1. Introduction

Deep learning has proven to be a very effective tool for var-
ious tasks. In image classification, its performance is very
high but most methods are black-box and the lack of inter-
pretability thereof has been an obstacle to its adoption in
some high-stake domains such as healthcare or finance.
XAI (Explainable Artificial Intelligence) has seen a rise
recently, in an attempt to tackle this issue. Among the many
approaches to XAlI, prototype learning is particularly in-
teresting as it allows to get visual examples that support
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Figure 1. The latent distribution and prototypes learned with our
ProtoGMVAE on the MNIST dataset.
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that classification decision [4]. These prototypes are au-
tonomously learned by the model, which makes it very use-
ful when little is known about data beforehand. Among
these prototypical self-explainable models (SEM), ProtoP-
Net was a pioneer in proposing an original approach to au-
tomatically defining prototypes as part of a classification
task [4]. However, the visualization of these prototypes is



not straightforward and prone to significant errors [3, 9].
The most appropriate solution to this visualization prob-
lem was to learn an end-to-end Variational Auto Encoder
(VAE) [8]. However, some important questions remain
about the precise definition of the prototypes they produce
and particularly their relationship with the underlying struc-
ture of the dataset. For example, the prototypes provided by
ProtoVAE [8] tend to collapse in a small region of the fea-
ture space, failing to represent all the diversity of the data.
This has motivated the proposition of new constraints such
as orthogonality between the prototypes [8] or maximum
volume occupancy [15] to provide more diverse representa-
tions.

In this paper, we claim that the relevance of the proto-
types, and their diversity, are linked to the way they model
the data distribution in the latent space. We therefore pro-
pose to model this distribution using a mixture of Gaus-
sians, and to associate a prototype with each of the centers
of these Gaussians. Meanwhile, we use the relative position
of each sample with respect to those of the prototypes in
the latent space to predict the class of this point, thus rein-
forcing the discriminating power of these prototypes for the
classification task. With these prototypes, our aim is, there-
fore, both to explain the distribution of the data in the latent
space and to provide an interpretable classification result.

Even if our definition of prototypes shares some features
with that proposed by Bien and Tibshirani [1], we can note
two major differences. First, our prototypes are not nec-
essarily picked from existing training samples, and second,
they are not affected to a single class, i.e. one prototype can
be representative of several classes. The intuition behind
this property is that we can have classes that share simi-
lar attributes, and a prototype which can discriminate these
classes against all others is still informative.

We evaluate our prototypes following three criteria.
First, prototypes should enable accurate classification. Sec-
ond, prototypes should be diverse, i.e. they should cap-
ture as much as possible the variations existing inside the
dataset. Finally, we want prototypes to faithfully represent
the data distribution on which the model was trained.

Figure 1 illustrates the latent distribution and 30 proto-
types learned with our approach on the MNIST dataset. The
color of each sample is related to its class. We can see how
the prototypes are diverse inside the same class if required
by the data (e.g. prototypes #7 and #38 for class 2) and how
they are evenly distributed throughout the data samples, al-
lowing to capture the dataset structure.

Adopting a Gaussian mixture as a prior in the latent
space of a variational autoencoder has already been pro-
posed for diverse tasks such as clustering [10, 11, 28] or
classification [7]. However, the theoretical derivation of
this prior is not always clear and some of these solutions
are even not based on a real mixture of Gaussians as shown
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in [26]. In this paper, we propose to clearly detail the as-
sumptions and priors and to derive the resulting loss func-
tions.

2. Related Work

In this work, we focus on prototype learning which is a form
of model-based explainability contrary to post-hoc methods
such as [2, 21, 22, 27, 32] that produce explanation on any
given trained model but are prone to errors and does not pro-
duce very detailed explanations [23]. The principle of pro-
totype learning, is to produce examples of typical instances
from each class and uses those examples to classify, through
distance or similarity measures.

ProtoPNet [4] paved the way for many works on pro-
totypes for explainable classification neural networks, but
it has the limitation of providing class specific proto-
types. ProtoPShare [24] shows that prototypes from dif-
ferent classes can represent similar visual information and
allows to merge such prototypes after training. ProtoPool
[25] solves this issue by creating a global prototype pool
and by classifying with several slots” per class, which are
combinations of prototypes from the global pool. ProtoTree
[19] allows negative reasoning on prototypes, classifying
both on their presence or absence. But one problem may
arise: classifying only on the absence of a prototype is not
informative on the features in the image.

Important issues were raised [3, 9] about the visualiza-
tion of prototypes in the image space provided by previous
approaches. Basically, they are visualized through a projec-
tion step which replaces prototypes with the closest input
samples in the latent space. This projection could fail to
represent patches that are important for classification. Ad-
ditionally, as it is also done during training, it causes a drop
in accuracy and prevents the model to be trained end-to-
end. A natural solution to solve this is to use an autoen-
coder architecture. It was proposed in [18] and extended to
variational autoencoder (VAE) in ProtoVAE [8] to enhance
the coherence of the latent space w.r.t. the visual space.
The principle, proposed by the authors of ProtoVAE, is to
define ”a mixture of VAEs sharing the same network each
with a Gaussian prior centered on one of the prototypes”
and to weight the components of the mixture with a value
measuring the similarity of the sample with each prototype.
Therefore, compared to the Kullback-Leibler (KL) diver-
gence term of the Evidence Lower Bound loss defined in
classical VAEs [12], they multiply the KL divergence be-
tween the Gaussian associated to the input image and the
prototypes from correct class by their normalized similar-

ity, giving
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where C is the number of classes, M the number of proto-
types per class, y; the class of current sample, s; the simi-
larity measure between the current sample and a given pro-
totype, ®;; the j-th prototype of class k and I the identity
matrix.

Closely examining the above formulation we can notice
that when the sample resembles the prototype, the similar-
ity is high and the KL divergence is low, so multiplying
the two can have a contradictory effect. Also, the simi-
larity measure is taken from ProtoPNet but its choice was
never motivated and several related works used cosine sim-
ilarity instead [6, 29, 30]. Another important point to dis-
cuss is also the diversity of prototypes. ProtoVAE relies on
the classification to ensure inter-class diversity and the or-
thonormalization of the prototypes of the same class for the
intra-class diversity. But Kjersgaard et al. [15] show this
regularization fails at covering the real diversity of a class
in the dataspace and introduce Pantypes, obtained using a
volumetric loss instead of orthonormalization.

In our work, instead of using a mixture of VAEs to model
the distribution in the latent space, we propose to rely on
a single VAE with a mixture of Gaussian prior and to de-
fine the prototypes as the learned Gaussian centers. In this
way, the prototypes become key points in the latent space
that help explain the distribution of the data. Furthermore,
the VAE’s end-to-end training stage makes it possible to
use the decoder to visualize the prototypes, without having
to resort to the classical complex and inaccurate visualiza-
tion stage. Modeling the latent distribution using a mixture
of Gaussian distributions has been proposed by various ap-
proaches grouped under the term GMVAE [5, 11, 26]. Most
works using GMVAEs focus on the task of deep cluster-
ing [10, 11, 28] or classification [7], but to the best of our
knowledge, this work is the first to use GMVAE:s in the set-
ting of Explainable Al

3. Our Approach

In order to cope with the weaknesses of the current solu-
tions, we propose ProtoGMVAE, a new method which uses:
1. A VAE architecture for a faithful visualization of the
concepts of our model.

A Gaussian Mixture Model as a prior for the VAE to
allow for more flexibility in the modeling of the data dis-
tribution.

Non class-specific prototypes to cover the diversity of
the whole dataset without restrictive constraints.
Probabilities to classify, rather than a similarity measure
which is not fully justified.

2.

Our approach is relying on the GMVAE architecture [26],
which itself is based on the M2 model defined in [13]. This
formulation of the GMVAE is actually identical to VaDE
proposed by Jiang et al. [11]. On top of this architecture we
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add a linear layer for the classification.

In order to switch from a traditional VAE to a GMVAE, a
second latent variable y is introduced, which represents the
weights of the Gaussian mixture associated to the input x.
The inference task in this scenario is:

p(y, 2)p(zly, 2)

p(y,2le) = HEE B @
In our case:
y~Cat(1/K
aly ~ N (aly), () )

2~ > Cat(1/K) N(ily), 62(y))
k

with K the number of components.

The calculation of p(z) is intractable and we introduce a
recognition model ¢(y, z|x) to approximate the true poste-
rior:

q(y, z|z)

Dicalaly, o)l Ip(y, =) = By imllog T 0 5] @

Expressing the latent with two variables allows to com-
pute this KL divergence between ¢(y, z|z), the encoder
which predicts a single normal distribution, and the Gaus-
sian mixture prior p(y, z|«). This KL would be intractable
in a classical VAE setting and would have to be approxi-
mated. We can rewrite this KL divergence this way by re-
placing p(y, z|x) with its definition in eq.(2):

Drcrla(y, 2|2)|lp(y, 2|2)] =
IEq(y,zpt) UOg q(y7 Z|$) - 10gp($|y7 Z) - logp(yv Z)] 5)
+ log p(x)

From this equation, by applying Bayes rules on ¢(y, z|x)
and p(y, z), we can get our new ELBO:

ELBOgmvAE
= —Eq(y,212)[log ¢(y, 2|7) — log p(x|y, z) — log p(y, 2)]
p(y) p(z]y)
= Eq(y,2|) log log + log p(x|y, z
o008y 1B Gy T OBPEA )

= —Dxkrlq(yl2)||lp(y)] — Dxrla(z|z, y)||p(zy)]
+ Eq(y,z|x) [logp(x\y, Z)}
(6)

This equation is very similar to the ELBO for a classical
VAE. We have a reconstruction term in p(z|y, z) and two
KL divergences to push the two latent variables y and z to
be close to their priors.

Figure 2 shows an overview of our architecture. We
forward an input image = through our encoder ¢ parame-
terized by a set of learnable parameters ¢. It consists of
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Figure 2. Overview of the proposed architecture

a feature extractor, shared by two branches: g4(y|z) to
predict a K-dimensional vector y, the Gaussian mixture
associated to the input image; and ¢4 (2|, y) which predicts
the latent distribution N (12(y), 0% (y)) given the image and
the probabilities in the Gaussian mixture. p and o are two
functions learned by ¢4 (z|z,y). The latent variable y is
then used for classification via an unbiased linear layer h
to produce logits over the set of all classes C. A sample z
is drawn from the distribution learned by g4 (z|z,y) and is
passed to the decoder for reconstruction.

The decoder p, parameterized by a set of learnable pa-
rameters 6 has two parts: pg(x|z) reconstructs an image
given a latent variable z, and the second part, py(z|y), pre-
dicts a normal distribution N'(fi(y), 52(y)) solely from a y
latent vector. As with the encoder part, /i and & are learned
by pg(z|y). This second part of the decoder serves two pur-
poses: it allows to calculate the Gaussian KL in the loss, and
it allows to visualize any point in the latent space, without
an input image. This visualization purpose is represented
by the dashed arrow in the Figure. We use this property to
visualize each component & € {k; }szl from our mixture.
Using each [i, the mean predicted by pg(z|y) with one-hot
Yk as input, we obtain a latent z which can then be decoded
through py(x|z) to obtain a visualization of the component.
We consider the components of the mixture as our proto-

types.

We choose to classify only using the latent variable y
for two reasons. First, it uses the probabilistic nature of the
architecture to replace the similarity or distance measure
in the latent space, while still giving information on which
prototypes the input image looks like. Secondly, the z|z,y
latent space is used for reconstruction. Classification and
reconstruction can be antagonist tasks as two similar im-
ages can sometimes be from different classes. Doing both
tasks in the same space would complicate training. Instead,
the y|x latent space acts as a dual space for classification
which preserves the visual structure of the z|x, y space.
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To train the full architecture, including the classifica-
tion layer, we use the following loss function:

)

Lpamvae = Lomvag + Lpred

where Loyvap = —ELBOgyvag from eq. (6), and
Lpred = = Zf\il CE(h(y;),c;) is the cross-entropy loss
between the prediction h(y;) and the groundtruth ¢; associ-
ated to the sample x;. As y follows a categorical distribution
(equation 3), we classify the image directly from the prob-
ability it belongs to each component of the mixture, rather
than using a similarity measure between two points in the
latent space. As no explicit association between a compo-
nent and a class is set before training, we use the trained
weights of the unbiased linear classification layer to assign
a class to each prototype.

Functionally, L& v ap is computed as an expectation,
as in the second expression of Equation 6. For each com-
ponent k of the mixture and corresponding one-hot vector
Yr, We compute gg(z|x,yr) and pe(z|yr), the Gaussians
associated to the input 2 and yy; and py(z|y, 2)j, the recon-
struction error (BCE for binary images, MSE otherwise) be-
tween input image = and its reconstruction using a sample

taken from gy (z|x, yg ).
<log

+ log g (yl)e + 08 po(ly, ) — Tog 1/K)

K

Lomvap = Z 6 (y]7)k
k=1

92|z, yr)

po(2|yk) (8)

4. Experiments

4.1. Datasets and implementation

We used 4 common datasets to evaluate ProtoGMVAE
in the first instance: MNIST [17], FashionMNIST [31],
CIFAR-10 [16] and SVHN [20].

For all the datasets, we used the same architectures as
ProtoVAE for our feature extractor and py(x|z) decoder to
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Figure 3. Our approach (a), ProtoVAE (b) and PanVAE (c) UMAP projections of the latent space learned on FashionMNIST, with proto-
types superimposed as squares. 100 prototypes are used in total for every approach.
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(c) PanVAE

Figure 4. Prototype visualizations for our approach (a), ProtoVAE (b) and PanVAE (c). Prototypes with our approach are sorted by
maximum associated class weight in the classification layer and numbered to facilitate comparison.

ensure a fair comparison. g, (z|z,y) is composed of 3 FC
layers with ReLU followed by 1 FC layer for the prediction
of 1 and another one for 0. ¢4(y|z) contains 2 linear lay-
ers with a softmax to obtain probabilities. pp(z|y) is com-
posed of one FC layer without non-linearity for £ and an-
other one for . We train ProtoGMVAE in two sequences:
a ’warmup’ phase where we train all parameters except the
classification layer, followed by a phase where we train the
full architecture, learning components of the Gaussian mix-
ture to both get a robust representation of the latent space
and classify the input images accurately.

The code to replicate our experiments is avail-
able at https://github.com/martin-blcd/
ProtoGMVAE. It is based on a PyTorch implementa-
tion [14] of the original GMVAE [26].

4.2. Accuracy comparison

Table | shows the classification results obtained with Pro-
toVAE [8], PanVAE [15], ProtoPNet [4] and our approach
for comparison. We used the default parameters provided
in the public codes for ProtoVAE and PanVAE. The accu-
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racy numbers for ProtoPNet are taken from the ProtoVAE
experiments. We note that all the VAE-based methods pro-
vide similar results on the tested dataset and better results
than ProtoPNet. Among these VAE-based methods, our ap-
proach gets slightly lower classification accuracy, but this
seems to be an acceptable tradeoff w.r.t. the gains in inter-
pretability our method offers. It appears that our solution is
structuring the latent space such that visually similar images
are close to each other in this space. Obviously, when two
categories are similar, it is more difficult for our approach to
push the corresponding latent points away from each other.
ProtoVAE and PanVAE do not have this constraint and thus
are able to create a bit more discriminative clusters in the
latent space. Nevertheless, we will show that by creating a
latent space disconnected from visual appearances, proto-
type reconstructions are no longer relevant, and the models
lose their explainability power.

4.3. Latent space and prototype visualization

In order to qualitatively assess the relevance of our proto-
types, we first compare the latent spaces learned with our



(a) ProtoVAE

(b) Our approach

Figure 5. UMAP projections of the latent spaces learned with the imbalanced MNIST binary classification between odd and even digits
setup with ProtoVAE (a) (Yellow prototypes for class *Odd’, dark blue for ’Even’) and our approach (b). Detailed labels for clarity.
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Figure 6. Prototypes obtained with the imbalanced MNIST bi-
nary classification between odd and even digits setup with Proto-
VAE (a) and our approach (b). ProtoVAE’s prototypes are poorly
reconstructed and depict abstract shapes for most of them. Our
prototypes capture all the digits that exist in the dataset and are
reconstructed correctly.

Dataset MNIST FMNIST SVHN CIFARIO
ProtoPNet  94.7 85.4 88.6 67.8
ProtoVAE 99.4 91.9 92.2 84.6

PanVAE 99.3 91.7 91.8 83.9

Ours 99.1 91.6 90.0 82.0

Table 1. Comparison of accuracy obtained on 4 datasets by dif-
ferent methods. For all the methods, 50 prototypes are used for
MNIST and SVHN datasets, and 100 for FashionMNIST and CI-
FARI10.

method with those of ProtoVAE and PanVAE on the Fash-
ionMNIST dataset. The results are shown in Figure 3. We
can see that 4 main clusters appear for all the methods:
trousers, shoes, bags and the rest of the clothings. This is a
nice clustering of the data related to the visual appearance of
each group. Nevertheless, we notice that the spread of the
prototypes are very different between the methods. Inter-
estingly, our prototypes are scattered all around the clusters
of each class. Despite using an orthogonality term in their
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loss to enforce intra-class diversity, the prototypes learned
by ProtoVAE are concentrated in the same areas while some
of the prototypes of PanVAE are more on the borders of the
class clusters.

This becomes even more problematic when visualizing
the prototype reconstructions in Figure 4. With ProtoGM-
VAE we get the full diversity of the dataset, with almost all
prototypes reconstructed clearly. For instance, for the class
"T-Shirt/Top’, we get a full range of shades, from dark to
bright. The most telling case is the Sandal’ class. It ranges
from flip-flops to heeled sandals, creating a lot of intra-class
diversity. ProtoGMVAE captures this reality while Proto-
VAE badly reconstructs prototypes, which look like a mean
of the images of sandals.

PanVAE suffers another kind of problem. It pushes some
of the prototypes to the borders of the clusters, and they tend
to represent edge cases. Though it helps capturing diver-
sity, it causes some prototypes to be representative of very
few images. They propose a method to eliminate such pro-
totypes after training, but this seems like a workaround to
alleviate the undesirable effects of their diversity loss term.
However, many of their prototypes stay in the middle of
the cluster, because those on the borders probably already
maximize the volumetric loss. Thus their method does not
benefit from using more prototypes to get more diversity.

The latent spaces of Figure 3 also show that ProtoVAE
and PanVAE do not know how to handle points that could
belong to several classes. This is particularly visible with
the *Pullover’, ’Coat’ and ’Shirt’ clusters. Some of the im-
ages are left quite far from any prototype.

Another advantage of having non class-specific proto-
types is to allow more prototypes for clusters where it is
useful. The *Trousers’ class shows far less diversity and is
very different from the other classes so it is easy to classify.
ProtoGMVAE only allocates 6 prototypes to this cluster,
leaving some for more complex data, for instance 'Dresses’,
which also come in various shapes and lengths.



4.4. MNIST with unbalanced classes

To further assess the performance of our method, we per-
formed experiments with a binary classification of the
MNIST dataset over even and odd digits, with random un-
balanced proportions of every digit. The goal of this setup is
to highlight the property of our approach to capture the full
diversity of a category for a classification task. Indeed, in
this context, we have 5 digits per category with imbalanced
distributions, and we expect a self-explainable approach to
provide at least one prototype per digit, in order to represent
the diversity of the classes. The architectures used for this
setup are identical to the default MNIST setup, with a total
of 20 prototypes.

From the latent spaces in Figure 5 we can see that our
prototypes spread around all the clusters, whereas Proto-
VAE tends to concentrate its prototypes at the extremities of
the clusters. This behavior could be linked with the classifi-
cation priority of ProtoVAE. As odd and even numbers are
pushed on each side of the latent space, putting prototypes
on the extremities maximizes the distance with the wrong
class.

When looking at the prototypes in Figure 6 we notice
the lack of diversity and bad reconstruction with ProtoVAE.
Our approach however manages to represent every digit
even without an explicit diversity term in the loss. Another
interesting thing is that despite being close in the latent
space, some prototypes of ProtoVAE are far from each
other in the visual space, for instance #14 and #20, reflect-
ing a disconnection which can be harmful to interpretable
classification.

As UMAP projections can distort the real structure of
the latent spaces, we perform another experiment to show
that ProtoVAE does not use its prototypes to correctly
describe the data in the latent space. For each prototype, we
look at how many input images are closer to this prototype
than any other. For ProtoVAE we simply use the distance
between the image projected in the latent and the prototype.
For our approach, we generate the y vector associated to
the image and look which components bears the maximum
probability.

Figure 7 shows these distributions for ProtoVAE (a) and
ProtoGMVAE (b). With ProtoVAE only few prototypes
concentrate all the images around themselves, whereas our
method distributes the images more evenly across all proto-
types. This means some prototypes of ProtoVAE are located
in regions of the latent space that do not look like any of the
input data.

4.5. Number of components

One of the most important parameters in our approach is
the number K of components in our mixture, which is the
number of prototypes. It directly impacts the training time
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Figure 7. For each prototype (x-axis), number of images from test
dataset that are closer to this prototype than any other.

K 20 50 100 150
Accuracy 915 913 91.6 915
Reconstruction 16.5 15.8 157 152

Table 2. Accuracy and Reconstruction loss achieved by our mod-
els on FashionMNIST depending on the number of components K
in the Gaussian Mixture.

as the computations in the loss are mostly done component
by component, and it expands the size of the linear layers in
q(zlz,y), q(ylz) and p(z[y).

We propose to analyze the variation of the classification
accuracy and the reconstruction quality across different val-
ues of K. Table 2 shows there is no major difference when
K varies from 20 to 150 for the FashionMNIST dataset
in terms of accuracy. For the reconstruction loss however,
more prototypes help to get better results. Also, extracting
more prototypes can help to better understand the data by
displaying more of the diversity of each class.

4.6. Evaluation of prototypes

The previous experiments confirmed qualitatively that our
prototypes fit the definition we gave in Section |. Now we
propose to also verify it in a quantitative manner. We in-
troduce two criteria to evaluate the ability of our prototypes
to correctly describe the data, and their diversity. First, we



Dataset ~ MNIST FMNIST SVHN CIFARI10
ProtoVAE  0.0086 0.0076  0.0031 0.0042
PanVAE  0.0067 0.0071  0.0033  0.0044
Ours 0.0041 0.0023  0.0027  0.0031

Table 3. Mean distance between an input image and the closest
prototype in the visual space

Dataset ~ MNIST FMNIST SVHN CIFARI0
ProtoVAE  0.0525 0.0448 0.0006 0.0069
PanVAE  0.0574 0.0659  0.0022* 0.0076
Ours 0.0751 0.0791 0.0057 0.0110

Table 4. Mean intra-class prototype variance in the visual space.
Values marked with a * are computed after removing outlier pro-
totypes.

measure the mean distance between an input sample and
the closest prototype. ProtoVAE’s latent space and ours do
not have the same number of dimensions and since our ar-
chitecture vary quite significantly, the structure of our la-
tent spaces may not yield meaningful distance differences.
To circumvent this, we measure the distance in the visual
space, which is also the most intuitive space for the interpre-
tation of the results. We compute an MSE between the input
image and the reconstructed image of the most likely proto-
type predicted by our network, or with the reconstruction of
the prototype which is closest in the latent space in the case
of ProtoVAE or PanVAE. A low mean distance means that
each sample has a prototype close to it, and therefore that
the prototypes evenly cover all the distribution of the data.
The results are described in Table 3. On every dataset, our
method outperforms both ProtoVAE and PanVAE, further
supporting the idea of a disconnection between the latent
space these methods learn and the visual space, hindering
their interpretability.

To evaluate the diversity of the prototypes we propose
another measure: the variance between prototypes of a same
class, also evaluated in the visual space. Intuitively, a high
intra-class variance means that the prototypes reflect differ-
ent instances of the class or at least capture the variations
that exist in the class. The variance measures are reported
in Table 4.

Once again, ProtoGMVAE obtains better results than the
other methods on all datasets. This shows that even without
an explicit diversity term, such as orthogonality for Proto-
VAE or volumetric loss for PanVAE, our method still en-
compasses more of the different versions of an object of
a given class. These results confirm what we qualitatively
identified in Figures 3 and 4. ProtoVAE prototypes are very
similar and struggle to represent all the data. PanVAE does
a better job and gets more diverse prototypes but they are
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still quite far from the input images, visually. Our method
combines both diverse prototypes and faithful modeling of
the data distribution.

The results of PanVAE have to be nuanced, especially for
variance. In their publication, the authors explain a heuris-
tic for detecting and removing prototypes that are out of
distribution, a side effect of their volumetric loss. They re-
move prototypes which do not have the maximum similar-
ity score for any of the training images. But they do not
give details about when they apply this elimination phase
and the default code they provide actually does not perform
it. This means the prototypes that are somewhat poorly re-
constructed, e.g. in Figure 4c, would likely be eliminated
during pruning. For our evaluation computations, the ab-
sence of pruning has no impact on the distance between an
image and the closest prototypes. For the variance how-
ever, the out of distribution prototypes might increase the
results. This was particularly noticeable for the SVHN
dataset, where some prototypes did not represent any useful
information and were only noise (see Supplementary Ma-
terials). The measured variance was 0.0265, far more than
any other method and dataset. The score in Table 4 was re-
computed without these OOD prototypes. We provide ad-
ditional results in the supplementary materials for PanVAE
using their pruning stage with one of the conditions pro-
posed in their code, but we do not know if this is the exact
one they used in their paper. These results are essentially
similar to what is reported here and do not change our con-
clusions.

5. Conclusion

In this paper, we have proposed ProtoGMVAE, a VAE based
method using a Gaussian Mixture as a prior to accurately
model the distribution of data in the latent space. We use
the components of the mixture as classless prototypes for
an interpretable image classification via the predicted prob-
abilities for each input sample.

We demonstrate that ProtoGMVAE produces diverse
prototypes without the need for an explicit diversity term
in the loss and has classification performance on par with
other prototype-based approaches.

We have conducted extensive tests with many illustra-
tions showing that our approach is a good solution for self-
explainable classification, and support these illustrations
with objective measures to prove our prototypes are accu-
rately describing the data.

We notice that the Gaussian mixture prior tends to struc-
ture the latent space such that it is highly correlated with
the visual appearance of the samples. This is a nice fea-
ture that supports the explainability of our model, but at the
same time does not allow us to outperform the alternatives
in terms of classification accuracy. Our future works will
concentrate on this point.
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